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ABSTRACT

Recent research in high-throughput networked systems has
established the need for centralized and preemptive request
scheduling in order to achieve good hardware utilization and
low tail latency for a wide variety of workloads. However,
this approach is expensive to scale as it requires an increas-
ing number of CPU cores dedicated to scheduling. Moreover,
passing every request through a scheduling core introduces
latency for inter-core communication and reduces the effec-
tiveness of data preloading and caching optimizations.

In this paper, we advocate in favor of pushing request-
to-core scheduling back into the NIC. Instead of the simple
request distribution of receive-side-scaling (RSS) in current
NICs, we suggest implementing preemptive request sched-
uling by passing to the NIC up-to-date information about
core availability and execution status of active requests. We
present a prototype implementation on a commercial Smart-
NIC that indeed shows performance benefits for different
workload scenarios. The prototype allows us to also observe
bottlenecks that largely come from artifacts of existing NIC
hardware. We propose research towards addressing these
limitations in order to achieve low overhead, low latency,
and highly efficient request scheduling.
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1 INTRODUCTION

Web search, e-commerce sites, and the various cloud services
have high fanout [18]. A single user request can trigger
hundreds or even thousands of requests to multiple back-end
servers with different request service time characteristics,
such as key-value stores (KVS) [2], databases [13, 39], and
Al inference programs [16, 41]. To reduce user-experienced
latency, it is necessary to minimize the tail latency of these
back-end requests.

To address this need, researchers have developed special-
ized dataplane operating systems that shed the software bloat
by bypassing the Linux kernel and avoiding inter-thread com-
munication and synchronization [15, 22, 27, 32, 34]. These
systems rely on Receive Side Scaling (RSS) [12] to randomly
distribute incoming requests to polling CPU cores—i.e., they
offload scheduling to NIC hardware and the CPU is not in-
volved in scheduling decisions. This approach has allowed
systems to scale to high request rates and achieve a near op-
timal combination of high throughput with low tail latency,
but only on homogeneous workloads like KVS requests.

Workloads with highly-variable execution times such as
search engines [26], function-as-a-service frameworks [21],
and databases [13, 39], have proven far more challenging.
Achieving low tail latency under such high-dispersion work-
loads requires preemption to avoid getting fast requests stuck
behind slow ones [40]. Careful scheduling across cores is
also needed to ensure work conservation. Recent work has
shown that the benefits of using preemption and cross-core
load balancing are significant enough to justify dedicating
a CPU core to scheduling and dispatching [23, 31]. Unfor-
tunately, this approach scales poorly. Each scheduling core
can handle 5M requests per second, or 2.5 Gbps and 41 Gbps
of Ethernet traffic if we assume 64 B and 1 KiB requests, re-
spectively [23, 31]. Hence, scheduling can be quite expensive
for the 100 Gbps and 200 Gbps networking technologies cur-
rently in deployment in datacenters. Dedicated dispatcher
cores also introduce latency overheads for two events per
packet (one on the scheduling core and one on a worker
core) and the necessary coordination across cores. On multi-
socket systems, the situation is worse if the worker chosen
by the dispatcher is not on the socket whose last-level cache
had the packet pre-loaded with Direct Data I/O (DDIO) [6].
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If DDIO is extended to higher-level caches, a reasonable ap-
proach for chips with close to 100 cores, the latency can be
high even for single socket systems.

Current systems thus have to pick between two subop-
timal solutions: either schedule quickly and cheaply at the
NIC, without knowledge about idle cores and how long each
active request has been running on busy cores; or introduce
latency and resource overheads by pushing request schedul-
ing to a CPU core where software can make good schedul-
ing decisions with visibility into core availability. Both ap-
proaches look increasingly unattractive as bandwidth, CPU
core counts, and workload variability increase in datacenters.

We argue for an alternative approach to request sched-
uling, where the software running on the CPU informs the
NIC about core and active request status, allowing the NIC
to make fast and effective scheduling decisions as soon as
requests arrive. With this approach, we don’t need to expend
CPU resources for scheduling. Requests can be pre-loaded
into the right socket and cache with DDIO and the NIC
can directly interrupt CPU cores when their running task
needs to be preempted. To validate the feasibility of this
scheduling approach, we designed a system that offloads
the preemptive scheduling logic of the Shinjuku system [23]
to a commercial SmartNIC. Specifically, Shinjuku-Offload
implements the request queuing, request selection, core se-
lection, and task preemption logic of the Shinjuku scheduler
using the ARM cores of a Broadcom Stingray SmartNIC.
We show that Shinjuku-Offload outperforms the original
(purely CPU-based) Shinjuku for many scenarios, as it does
not have to sacrifice CPU cores for scheduling. However, we
also identify performance bottlenecks that are artifacts of
the hardware architecture and software interfaces of exist-
ing NIC devices. We argue that this problem is well-suited
to higher-performance hardware implementations and we
propose the research steps that can lead to such systems.
Essentially, we suggest that, in addition to accelerating data-
plane processing such as network protocols and encryption,
NICs should also accelerate control plane operations such as
scheduling.

2 BACKGROUND AND CHALLENGES

This section reviews request scheduling approaches. Our
goal is to identify common problems and to propose a new
scheduling approach to eliminate them.

2.1 How is request scheduling performed
in existing systems?

MICA [27] optimizes network request handling, parallel

data accesses, and data structure design for small key-value

store accesses. It uses Intel’s Flow Director [7] to steer re-

quests to cores based on the key they access. It can achieve

throughput as high as 70 MRPS, even for skewed workloads.
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IX [15] is a dataplane operating system that uses RSS [12]
to hash packet 5-tuples and then assign packets to worker
cores based on the hash. All network packet and application
request processing is done on individual worker cores and
runs to completion. Hardware virtualization extensions en-
force isolation between the data plane and control plane. By
eliminating inter-core communication and using adaptive
batching, IX achieves low tail latency for high throughput.

ZygOS [34], similarly to IX, uses RSS to assign packets to
cores, but also supports work-stealing. Cores that are idle
can steal packets from task queues that belong to other cores.
This design results in improved tail latency for workloads
with limited dispersion.

Shinjuku [23] has a centralized queue maintained by a
single dispatcher that assigns requests to idle cores. Requests
that take too long to finish are preempted by the dispatcher
using a low-overhead interrupt mechanism. Shinjuku avoids
head-of-line blocking and provides high throughput and low
tail latency even for highly-variable workloads.

RPCValet [17] is a custom architecture that makes sched-
uling decisions to minimize psecond-scale tail latency by
putting the NIC “close” to the cores. RPCValet integrates
a network interface on each core and, similar to Shinjuku,
maintains a centralized task queue. Due to this integration,
the system has fine-grained knowledge of the load on each
core, which may not be possible if the network interface is
separated from the cores by a slower PCle bus. Thus, the
scheduler can account for short delays, such as TLB misses.

2.2 Fundamental Scheduling Problems

All the aforementioned systems suffer from issues that make
them unsuitable for a large subset of existing workloads:

1. Load Imbalance. All RSS-based systems suffer from
inherent load imbalances between cores. IX [15] and MICA
[27] require a large number of concurrent connections to
keep per-core queues balanced even for homogeneous tasks
[23]. ZygOS [34] alleviates the imbalances by allowing work
stealing between per-core queues. Shinjuku [23] and RPC-
Valet [17] eliminate imbalance entirely by implementing a
global queue in software and hardware, respectively.

2. Lack of Preemption. Theory tells us that low tail la-
tency for highly-variable workloads requires processor shar-
ing [40], a scheduling policy where all requests receive a
fine-grained, fair fraction of the available processing capac-
ity. Preemption is necessary to approximate such a policy in
a real system. Request variability may be present due to di-
verse request types in an application, varying handling times
for the same request type [19], multiple co-located applica-
tions from different latency classes, and periodic background
tasks such as garbage collection. Even servers with a large
number of cores are not immune to poor tail latency effects
from dispersive workloads since both short and long requests
may comprise large percentages of the workload (especially
if co-located applications belong to different latency classes),



RIGHTS

A Case for Informed Request Scheduling at the NIC

a workload comprised mainly of short requests could see a
burst of long requests [19], and not all of the cores in the
server may be used for request handling anyway.

Without preemption, short requests will get stuck behind
long requests and the tail latency of the short requests will
explode. Therefore, due to their lack of preemptive schedul-
ing, ZygOS [34] and RPCValet [17], along with IX [15] and
MICA [27], demonstrate high tail latency for highly-variable
request service time distributions [23]. Shinjuku’s use of
low-overhead interrupts for preemptive scheduling allows it
to co-schedule workloads ranging from the microsecond to
the millisecond scale [23].

3. Limited Scalability. Centralized systems such as Shin-
juku [23] suffer from limited scalability. The dispatcher can
only scale to 5M requests (i.e., about 11 worker cores for a
fixed request distribution of 1 us). This is a small number of
workers. A modern datacenter server has tens or hundreds
of cores, so multiple dispatchers need to be instantiated. RSS
can be used to route packets from the NIC to different dis-
patchers, but this can again result in load imbalance. More-
over, one physical core is dedicated to each dispatcher in the
system. If the dispatcher can only scale to 11 workers, 1/12
= 8.33% of execution resources is wasted for packet parsing
and scheduling. RPCValet [17] takes a better approach and
has a hardware implementation of a global queue, but lacks
preemption and configurability.

4. Inter-thread communication overhead. Any sys-
tem that schedules on the host requires inter-thread commu-
nication to move the requests between cores. The overhead
associated with such communication can severely limit a
system’s performance. For example, the high work-stealing
rate needed for highly-variable workloads and the high over-
head of work stealing render ZygOS unusable [23, 34]. Shin-
juku [23] requires inter-thread communication between the
networking subsystem, the dispatcher, and worker cores. We
measure that this communication causes 2 ys of additional
tail latency for requests that require minimal application
work compared to when all processing is performed by one
thread. This latency overhead makes it suboptimal for the
ultra low latency workloads supported by MICA [27].

2.3 How and where should we do
scheduling?

As demonstrated by Shinjuku [23], for a scheduling archi-
tecture to be as general as possible and cover all types of
workloads, it must be centralized and preemptive. Unfortu-
nately, Shinjuku also demonstrated that any software imple-
mentation of these two key properties has limited scalability
and high latency overhead. The systems that can scale to
very high request counts are the ones that delegate schedul-
ing to the hardware, whether that is RSS for IX [15], Flow
Director for MICA [27], or new specialized hardware for
RPCValet [17]. The question now is whether it is possible to
implement centralized preemptive scheduling in hardware.

i,

62

HotNets *19, November 13-15, 2019, Princeton, NJ, USA

RPCValet proposed a way to implement centralized sched-
uling, but the implementation is too invasive and requires
significant modifications to existing processors. Another op-
tion is to create a new hardware accelerator that receives
packets from the NIC and schedules application-level re-
quests to cores. Such a design would add an extra hop in the
requests’ path and therefore add additional latency.

We argue that the correct place to do request scheduling is
the NIC, before requests arrive at the host, consume any re-
sources, and suffer additional latency. SmartNICs can imple-
ment scheduling as they have programmable pipelines [10],
FPGAs [9], and even general purpose cores [4]. Existing
frameworks leverage these capabilities both for packet pro-
cessing and request scheduling. FlexNIC [24] uses a match-
action (M+A) pipeline to modify incoming packets and either
send responses via the network or steer packets to specific
CPU cores. In the latter case, only the needed parts of the
packet are sent via DMA to the host and packet steering is
specified by the M+A rules, such as a key-based hash in a key-
value store. Developers use a custom programming language
based on P4 to specify the M+A rules. Floem [33] provides
a queue-based API that allows programmers to more easily
offload parts of an application to the NIC.

While these frameworks can accommodate the scheduling
policies used by MICA and IX and achieve high scalability
for homogeneous workloads like KVS, they lack one key
abstraction necessary for centralized preemptive scheduling.
Host cores need to provide feedback to the SmartNIC at a fine
granularity. More specifically, they have to indicate whether
they are busy or ready to receive more work.

3 CASE STUDY: SHINJUKU ON A
SMARTNIC

The optimal place to do scheduling is on the SmartNIC as
it has a centralized view of all packets entering and leaving
the system. We first describe what an ideal SmartNIC tai-
lored for request scheduling would look like. While such a
SmartNIC does not yet exist, we approximate it by imple-
menting centralized preemptive scheduling on an existing
SoC-based SmartNIC. We offload Shinjuku’s networking sub-
system and dispatcher from an x86 host server CPU to a
Broadcom Stingray SmartNIC [4]. In §4 and §5, we evaluate
and describe the limitations of this hardware.

3.1 Whatis an ideal SmartNIC?

SmartNICs with programmable pipelines [10], FPGAs [9], or
ASICs would be ideal as they process packets and schedule
requests at line rate. They also have on-chip memory to
store scheduling state and can dynamically steer packets
to cores. The one thing all such SmartNICs lack is a high
throughput, low latency communication path and shared
coherent memory with the host CPU. The host cores would
use that coherent memory to continuously provide feedback
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at fine granularity to the NIC and drive its functionality. For
example, if the SmartNIC is used for scheduling, this feedback
would include data such as the instantaneous per-core load
or performance counter data used to predict the state of each
core’s caches and provide good scheduling affinity.

3.2 SmartNIC Requirements

The ideal SmartNIC does not yet exist. However, we can
offload the Shinjuku networking subsystem and dispatcher
(described in §2.1) to existing SmartNICs, as long as they
support the functionality below. Any system we build with
existing SmartNICs is suboptimal. The limitations are dis-
cussed in §5.1.

1. The SmartNIC steers packets to specific host server
cores. The SmartNIC should be able to address requests to
specific cores and those cores should be able to receive the
requests without coordinating with other cores.

2. The host server CPU provides load feedback to
the SmartNIC. The host server CPU must be able to com-
municate with the SmartNIC at fine granularity, whether via
shared memory, network packets, or some other mechanism.

3.The SmartNIC stores system state and task queues.
The state and task queues can be stored in onboard SRAM.
The SmartNIC must store these data so it can make smart
scheduling decisions.

4. The SmartNIC interrupts specific host server cores.
The SmartNIC must be able to interrupt host server cores to
implement preemptive scheduling.

3.3 Which SmartNIC did we use?

The Broadcom Stingray SmartNIC (PS225) [4], a recently
released SmartNIC, meets the requirements in §3.2. The
Stingray contains an internal SoC equipped with a dual port
10GbE network interface, 8 ARMv8 A72 64-bit cores, 4 GB
DDR4 RAM, and 12 GB flash storage. The ARM CPU is con-
nected internally to the NIC and the NIC itself is connected
to the host server via PCle x8. The NIC presents network
interfaces, each with a unique MAC address, to both the host
server CPU and the ARM CPU. When a packet arrives, it
is steered to the proper CPU based on the MAC address in
the Ethernet header. When the ARM CPU wants to send a
byte to a host CPU (or vice versa), it constructs a network
packet, places the byte in the payload, sets the MAC address
of the host CPU’s interface in the Ethernet header, and sends
the packet via the NIC. The ARM CPU to host CPU commu-
nication latency is 2.56 ps. It is not possible to implement
lower-overhead communication as the ARM CPU and the
host CPU do not share physical memory and are physically
and logically separated by the NIC.

3.4 System Design and Implementation

The Shinjuku networking subsystem and dispatcher run on
the ARM cores in the Broadcom Stingray SmartNIC and the
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Figure 1: Shinjuku-Offload system design.
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Dispatcher

workers run on the x86 server host cores. Figure 1 shows
the path a packet travels through the system. ® A packet is
received by the SmartNIC and processed by the networking
subsystem. ® The networking subsystem passes the appli-
cation request to the dispatcher. ® The dispatcher hands
off the request to the worker through the Stingray. @ If the
worker doesn’t finish the request in the time slice, the worker
is preempted. @ The worker notifies the dispatcher that it
has either finished processing the request or received an
interrupt. If the worker finished the request, the worker also
sends a response to the client.

3.4.1  Networking Subsystem and Dispatcher. The network-
ing subsystem and dispatcher run as a DPDK [1] process on
the SmartNIC ARM CPU with each component pinned to
separate hardware threads. The networking subsystem polls
on a physical network interface and parses UDP packets. The
networker places application-level requests into shared mem-
ory. The dispatcher receives requests from the networker and
places them into a FIFO task queue. The dispatcher assigns
the request at the front of the queue to an available worker,
and sends the request to the worker via a network packet.
The worker will later notify the dispatcher that a request has
been finished or preempted. If the request has finished, no
further action is needed from the dispatcher. If the request
has been preempted, the dispatcher adds the request to the
end of the task queue. Once the request reaches the front
of the queue again, it can be assigned to any worker, not
necessarily the worker that handled it first.

Due to the high overhead of constructing and sending
packets, the dispatcher’s functionality is split across three
ARM cores. One core is dedicated to managing the task queue,
enqueuing new and preempted requests along with dequeu-
ing requests and assigning them to idle workers. A second
core is dedicated to placing the dequeued requests into pack-
ets and sending the packets to workers. A third core is ded-
icated to polling for response packets from workers and
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parsing the responses. These three cores communicate via
shared memory.

3.4.2 Dispatcher-Worker Communication. The dispatcher
and the workers communicate with each other by sending
UDP packets via the NIC. Each worker polls its own network
interface, as does the dispatcher. SR-IOV is used to create
enough virtual network interfaces such that there is one
virtual interface per worker. To send a packet to a worker,
the dispatcher sets the MAC address of the worker’s network
interface in the packet’s Ethernet header. The worker sets
the MAC address of the dispatcher’s network interface in
the Ethernet header of response packets.

3.4.3  Workers. The workers run on the x86 host server
CPU. Each worker runs in a DPDK thread within a single
Dune [14] process. Each worker polls on its own network
interface until it receives a request from the dispatcher. Upon
receipt of a request, the worker spawns a new context and ex-
ecutes the request (or reuses a context if the request had pre-
viously been preempted). If the request finishes, the worker
sends a response to the client. If the request is preempted
by the local APIC timer (see §3.4.4), the worker notifies the
dispatcher of the preemption and saves the work it has done
so far (e.g., stack and register contents) in host DRAM.

3.4.4  Preemption. Workers are preempted if they do not
finish executing a request within the time slice (e.g., 10 us).

The Stingray could interrupt CPU cores by sending net-
work packets, but given the communication latency of 2.56 s,
this would not be efficient. Instead, upon receipt of a request,
workers set a timer that will deliver an interrupt once the
time slice expires. Setting the Linux timer and receiving a
timer signal is expensive. To reduce that cost, the Dune ker-
nel module maps the local APIC’s timer registers into guest
physical address space so that workers can set the timer
directly. The timer interrupt is delivered as a low-overhead
posted interrupt [23]. This approach reduces the cost of set-
ting timers from 610 cycles to 40 (93%) and of receiving timer
interrupts from 4193 cycles to 1272 (70%).

While this interrupt mechanism is more efficient than hav-
ing the NIC send packet-based interrupts when the system is
under heavy load, a downside is that a worker is interrupted
even if there is no additional work waiting at the NIC. The
NIC should have a low-latency path (faster than 2.56 pus)
through which it can deliver interrupts. If an interrupt takes
2.56 us to be delivered, then between when the dispatcher
sends the interrupt and when the worker receives it, the
worker could finish the task and move onto the next task,
causing the next task to be unnecessarily preempted.

3.4.5 Queuing Optimization. Given the communication

latency between the Stingray ARM CPU and the host server
CPU, how can the dispatcher ensure that a pending request
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is waiting in a worker’s RX queue when the worker is pre-
empted or finishes a request, so that the worker is always
busy?

Recall that each worker polls on a network interface. The
dispatcher ensures that at least one request is waiting in the
worker’s network RX queue while the worker is executing
a request (i.e., there are at least two outstanding requests
at the worker). When the worker finishes a request, the
request is discarded; when the worker preempts a request,
the worker sends the request back to the dispatcher and the
dispatcher adds the request to the end of the centralized task
queue. When the worker wants to execute another request,
it pulls out the next request that the dispatcher stashed in
the worker’s network interface RX queue and begins work
immediately. As shown in Figure 3, we improved system
throughput by 250% when keeping five outstanding requests
at all workers at any time.

4 EVALUATION

We compare the vanilla Shinjuku system to the Shinjuku sys-
tem with the networking subsystem and dispatcher offloaded
to the Stingray SmartNIC. We will refer to the latter system
as Shinjuku-Offload. Both systems run on a server with two
2.3 GHz Intel E5-2658 processors and 128 GB DRAM. The
server runs Ubuntu 16.0.4 LTS with the Linux 4.4.0 kernel
and the Stingray SmartNIC runs Poke 2.5 with the Linux
4.14.65 kernel. Shinjuku uses an Intel 82599ES 10Gb NIC
and Shinjuku-Offload uses the Broadcom Stingray Smart-
NIC, described in §3.3. We use an open loop load generator
similar to mutilate [25] that transmits requests over UDP.
The client machines each include two Intel Xeon E5-2630
CPUs at 2.3GHz and Intel 82599ES 10Gb NICs. We refer to
the 99th percentile latency as the tail latency.

4.1 Synthetic Workload

We use a synthetic workload to compare the performance
of both systems. The requests contain fake work that keeps
the server busy for a specific amount of time. These requests
allow us to emulate different workload distributions.

The first workload, shown in Figure 2 has a bimodal ser-
vice time distribution where 99.5% of requests have a 5 us ser-
vice time and 0.5% of requests have a 100 ys service time. The
preemption time slice is 10 ps. Shinjuku pins the networking
subsystem and the dispatcher to separate hyperthreads on
the same physical core and pins 3 workers to their own hy-
perthreads on 3 physical cores. Shinjuku-Offload pins the net-
working subsystem and dispatcher to their own threads on
the ARM CPU and pins 4 workers to their own hyperthreads
on 4 physical cores. Just like Shinjuku, Shinjuku-Offload han-
dles highly dispersive workloads while maintaining low tail
latencies.

We show the benefit of our Shinjuku-Offload queuing
optimization in Figure 3. We use fixed 1 ps service times and
vary the number of outstanding requests per worker. We
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Figure 2: 99.5% 5 us, 0.5% 100 us bimodal distribution.
Shinjuku has 3 workers and Shinjuku-Offload has 4
(up to 4 outstanding requests). The preemption time
slice is 10 ys.
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Figure 3: Fixed 1 ps service time. Shinjuku-Offload.
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Figure 4: Fixed 5 ys service time. Shinjuku has 3 work-
ers and Shinjuku-Offload has 4 (up to 4 outstanding
requests).

run Shinjuku-Offload with 4 workers and 16 workers. As we
increase the outstanding requests from 1 to 5 requests in the
case of 4 workers, throughput increases by 250%, and levels
out at 5 requests. As we increase the outstanding requests
from 1 to 3 requests in the case of 16 workers, throughput
increases by 88%, and levels out at 3 requests.

We have observed that tail latency increases as the number
of outstanding requests gets larger, so it is best to set it to 5.

The second workload, shown in Figure 4 has a fixed 5 us
service time. Shinjuku has 3 workers and Shinjuku-Offload
has 4 workers. We turned off preemption for the fixed work-
loads. Shinjuku-Offload outperforms Shinjuku as Shinjuku-
Offload has an extra worker, since its networking subsystem
and dispatcher are running on the SmartNIC.
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Figure 5: Fixed 100 yus service time. Shinjuku has 15
workers and Shinjuku-Offload has 16 (up to 2 out-
standing requests).
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Figure 6: Fixed 1 us service time. Shinjuku has 15 work-
ers and Shinjuku-Offload has 16 (up to 5 outstanding
requests).

The next workload, shown in Figure 5 has a fixed request
service time of 100 ps. Shinjuku has 15 workers and Shinjuku-
Offload has 16 workers. Shinjuku-Offload outperforms Shin-
juku for a large number of workers when the request service
time is large.

The final workload, shown in Figure 6 has a fixed request
service time of 1 us. As before, Shinjuku has 15 workers and
Shinjuku-Offload has 16 workers. However, Shinjuku greatly
outperforms Shinjuku-Offload. From the point of saturation
in Figure 5 to the point of saturation in Figure 6, the Shinjuku-
Offload workers spend 110% more time waiting for work
from the dispatcher. The Shinjuku-Offload dispatcher is a
bottleneck since (1) it runs on the slower ARM CPU and (2)
there is much higher communication overhead in Shinjuku-
Offload. The dispatcher must send packets to communicate
with workers rather than write to a cache line, as in Shinjuku.

5 DISCUSSION

5.1 SoC-based SmartNIC Limitations

The limitations of SoC-based SmartNICs are on clear dis-
play in Figure 6 as the Shinjuku dispatcher outperforms the
Shinjuku-Offload dispatcher. The SmartNIC dispatcher is the
bottleneck. Little more can be done in software to improve
the throughput; rather, the bottleneck is caused by the hard-
ware. The suggestions below will eliminate the bottleneck
and can all be implemented in hardware.

1. The hardware needs to support line-rate schedul-
ing. The ARM cores are too slow to schedule requests at line
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rate, and any general-purpose CPU would likely be unable to
maintain line rate. Scheduling work is so simple and parallel
that an FPGA or ASIC is a better fit. While an FPGA [20, 29]
or ASIC could be installed in the SmartNIC, it needs to in-
corporate load feedback from the host. Loom [38] and PIEO
[37] explore packet scheduling in hardware, but these ap-
proaches focus on scheduling outgoing packets on one wire.
They do not incorporate fine-grained load feedback from
the host or schedule for multiple destinations (i.e., multiple
cores rather than one wire). Elastic RSS [35] is a customized
version of hardware-based RSS that provisions cores for ap-
plications on the s scale and incorporates fine-grained load
feedback, but only scheduling parameters can be changed in
the implementation—the scheduling policy itself is fixed up-
front. ADM [36]—a more flexible hardware-software design
that passes lightweight messages to cores without traversing
cache hierarchies—could be used to incorporate this feedback
and support line-rate scheduling.

2. There should be low communication overhead be-
tween the dispatcher and workers. The dispatcher and
workers send packets through the NIC to communicate. It
takes 2.56 us to both construct a packet and have it travel
through the NIC one-way. The latency is hidden by the
queuing optimization, but the dispatcher cannot do as fine-
grained scheduling, causing higher tail latency [17].

This inefficient communication interface is required by
the Stingray hardware and there is no lower-latency path
through which the SmartNIC cores and host can communi-
cate. The host CPU and the SmartNIC cores are physically
separated by the NIC itself, so the SmartNIC cores cannot
directly initiate low-overhead PCle transactions on the host.

Ideally, the SmartNIC cores would share memory with
the host server CPU and have a faster communication path.
RPCValet [17] recognizes this and closely integrates the net-
work interface with cores, though their proposal requires a
departure from existing server designs. Conversely, giving
SmartNIC cores direct access to the host PCle bus would be
beneficial, though PCle transactions alone are not enough.
CXL [5] can provide a path between the host CPU and the
SmartNIC with high throughput, low latency, and most im-
portantly, coherent shared memory (which PCle does not
provide). With CXL, the SmartNIC writes its scheduling de-
cisions directly to host memory where polling workers see
them. When workers finish, they set a completion flag and
the SmartNIC snoops on the resulting coherence traffic [5].

OpenCAPI [11], CCIX [3], and Gen-Z [8] are other high
throughput, low latency technologies for connecting devices
and sharing memory that can improve performance. The
lowest latency available through all of these mechanisms—
likely a few hundred nanoseconds to a microsecond for a one-
way trip—is the lowest foreseeable communication latency
in a modern system barring deeper NIC-CPU integration.

3. The SmartNIC should directly send interrupts to
the host server CPU in order to accommodate many
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different scheduling designs. The SmartNIC can send
packets to trigger interrupts, but there is 2.56 us of latency
from when we start constructing an interrupt message to
when the interrupt handler runs. We use the local APIC
timer instead. However, using a local timer relies on the
queuing optimization to ensure a request is waiting for the
worker when it is preempted, which causes higher tail la-
tency. Furthermore, in order to use the local timer efficiently,
we need to virtualize our process using Dune, which adds
design complexity and virtualization overhead.

4. The SmartNIC should not add considerable com-
plexity to the system. SmartNICs have their own archi-
tecture, which may have little in common with the host
architecture. Furthermore, it is not immediately clear what
type of load information should be sent from the host to the
SmartNIC. To ensure the additional complexity does not out-
weigh the performance benefits, we should develop libraries
and tools that make it easy to specify scheduling functions
for the SmartNIC and for the OS and applications to send
information to the SmartNIC. Floem [33] and iPipe [28] sim-
plify the offload of applications to SmartNICs, though they
do not target the low latency scheduling and communication
functions in our design, so this is a future research direction.

5.2 Additional Use Cases

DDIO for high-level caches. Intel Direct Data I/O (DDIO)
technology [6] allows NICs to place packets directly into the
CPU’s LLC rather than main memory, delivering increased
bandwidth, lower latency, and reduced power consumption.
To avoid cache pollution, direct packet placement to a high-
level cache is not allowed. However, Shinjuku’s scheduling
algorithm guarantees that at most one request is in-flight at
any time on each core and Shinjuku-Offload may be able to
have fewer outstanding requests at each core with CXL.
Thus, a NIC that uses this algorithm can place network
packets even into the L1 cache without danger of filling it.
Congestion Control. Recent research proposes the co-
design of congestion control with OS scheduling [30]. The
network’s goal is not to deliver packets as fast as possible but
rather just in time for processing. Such a congestion control
scheme requires fine-grained data from both the network
and the host cores and thus would benefit from our proposal.

6 CONCLUSION

Offloading scheduling to a SmartNIC will improve the scal-
ability and performance of existing network applications
with highly dispersive service times. The optimal place to do
request scheduling is in the SmartNIC as it has a centralized
view of all packets entering and leaving the system. We pro-
pose an ideal SmartNIC that schedules packets at line rate,
has a high throughput and low latency communication path
with the host server, shares coherent memory with the host
server, and most importantly, instantly incorporates host
load feedback into its scheduling decisions. While this ideal
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SmartNIC does not yet exist, we show promising results with
a current SmartNIC and suggest improvements.
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