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ABSTRACT
Digital media companies have recently started embracing peer-assisted
distribution networks as an alternative to traditional client-server ar-
chitectures [5]. Such Peer-to-Peer (P2P) architectures ensure a fast
and scalable delivery of media content. However, their drawback
is that users need to often wait for the full video to be downloaded
before they can start watching it. While a lot of effort has gone into
optimizing the distribution of large video files usingP2P swarming
techniques, little research has been done on how to ensure a small
start-up time and a sustainable playback rate to enable a play-as-
you-download experience.

In this work, we address the challenges underlying the problem of
near Video-on-Demand (nVoD) using P2P swarming systems, and
provide evidence that high-quality nVoD is feasible. In particular,
we investigate the scheduling problem of efficiently disseminating
the blocks of a video file in a P2P mesh-based system, and show that
pre-fetching and network coding techniques can provide significant
benefits. Our results show that, for videos which are120 minutes
in duration,10 minutes (≈ 8% of the video’s length) of buffering at
start-up can enable playback rates that are close (up to80 − 90%)
to the access link capacity, even under dynamic changes of the user
population.

1. INTRODUCTION
Peer-to-peer (P2P) systemshave been immensely successful in dis-
tributing content to a large number of users. Currently, most of the
traffic in P2P networks is for video files [19]. Unfortunately, how-
ever, the users need to download a large fraction of the file before
they can watch the video, which entails that the users wait for a
long time. Recently, systems such as Coolstreaming [24] and its
derivates ( [11, 20]) have shown that it is feasible to distribute live
media content to a large number of users using P2P networks. How-
ever, it has been an open question whether P2P technology could
be used to provide a nVoD service to the users. A nVoD capa-
bility would enable users to start watching a video after waiting
for a small start-up time, while downloading the video in paral-
lel. A nVoD service also entails a number of challenges. The users
should be able to watch the video at an arbitrary time, unlike in live-
streaming where they need to synchronize their viewing times. The
users should also be able to perform control operations like rewind
on the video. In this paper, we demonstrate via simulations, the
feasibility of using P2P networks for providing a nVoD service, and
extract design principles for building efficient systems.

Video distribution over the Internet has been a prolific area of re-
search [4, 7, 13, 23]. The particular problem of designing a nVoD
service has also received extensive attention in the past [2, 10, 13,
21, 22]. An important requirement of a nVoD service isscalabil-
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ity, i.e., to be able to support a large number of users, as a typ-
ical video stream imposes a heavy burden both on the network
and the system resources (e.g. disk I/O) of the server. The mul-
ticasting paradigm has been proposed to address the scalability is-
sues [2,14,22]. However, these systems require a multicast-enabled
infrastructure, which unfortunately has never materialized [3].

Peer-to-peer networks, on the other hand, are forged from end-
systems, and do not require infratructure support. Such systems
have become very popular for bulk file transfers in today’s Inter-
net. There are two fundamental P2P approaches – structured (tree-
based) and unstructured (mesh-based). In the structured approach,
trees (or forests of trees) are usually constructed for dissemination
of data [6, 9, 15]. These approaches require a higher control over-
head, are sensitive to massive departures of nodes, and are in gen-
eral, very complex to maintain, when compared with unstructured
approaches [16]. This is reflected in the fact that most of the suc-
cessful P2P systems today are unstructured. Hence, we chose to
study the feasibility of using an unstructured mesh-based approach
for nVoD.

However, current P2P systems have inherent limitations that do
not allow them to support a play-as-you-download experience. In
these systems, the peers have partial content which they exchange
with each other in order to download the complete file. The system
achieves high throughput when the peers can exchange content with
each other, and this happens only when they have non-overlapping
pieces of the file. Hence, the peers download pieces of the file in
random order to minimize the overlap. However, in order to support
a play-as-you-download experience, the peers require blocks in se-
quential order from the beginning. However, if all the peers were
to download content in sequential order, they would have overlap-
ping pieces of the file, and the utilization (throughput) of the system
would be low. The goal then is to design a P2P system which meets
the nVoD requirements, while maintaining a high utilization of the
system resources.

An important question towards enabling such nVoD services us-
ing P2P networks is the design of algorithms forschedulingthe
propagation of content. As pointed above, simple algorithms like
sequential or random distribution of data do not achieve this goal.
The algorithms should take into account the dynamics of the peers
(peers may join and leave at arbitrary times), the fact that differ-
ent peers might be watching different parts of the movie, and the
heterogeneity of the network capacities of the peers. A real system
also needs to deal with non-collaborative and malicious peers; we
do not, however, address this last issue here.

In this paper, we will present algorithms for content propaga-
tion in unstructured P2P networks, which provide the users with a
high-quality nVoD service while ensuring a high utilization of the
system resources. We have evolved these algorithms by doing ex-
tensive simulations (described later) of mesh-based P2P networks
under different user arrival/departure patterns, heterogeneous user
capacities etc. We study pre-fetching where a user gets pieces of



the file from the near future, which creates adequate randomness in
the system while ensuring a sequential delivery. Another technique
that significantly improves the efficiency of the system is network
coding, i.e., each user in the network generates a linear combina-
tion of blocks that he already has when it needs to send a block
to a peer. We have adapted network coding to our system to yield
good playback rates and high network utilization. Thus, our contri-
butions are two-fold – to investigate the feasibility of P2P networks
for providing nVoD service, and to design algorithms that deliver
close-to-optimal performance.

The rest of the paper is organized as follows. In Section 2 we
present a short overview of unstructured peer-to-peer networks which
form the basis of our study. In Section 3 we present the metrics for
evaluating our system and the salient features of our simulations.
In Section 4 we present some naive approaches to address the chal-
lenges in providing Near-VoD services. In Sections 5 and 6, we
introduce two techniques, namely pre-fetching and network coding
that significantly improve the metrics of interest. We conclude in
Section 7.

2. MODEL
In this section, we present a model of the components that make up
the system. We assume a large number of users (referred to also
as clients, nodes or peers) interested in some video content, which
initially exists on a special peer that we call server. The resources
(especially network bandwidth) of the server are limited, and hence
users contribute their own resources to the system. To this end, the
users form an overlay mesh which resembles a random graph.

A client joins the system by contacting a central tracker (whose
address is obtained by an independent bootstrap mechanism). This
tracker gives the client a random subset of nodes already in the sys-
tem. The client then contacts each of these nodes, and incorporates
itself into the overlay mesh. Note that we could use other techniques
to find random subsets of nodes ( [18]).

Thus, each node is oblivious of the other nodes in the system
except for a small subset, which we designate as itsneighbourhood.
Each node can exchange content, as well as control messages, only
with its immediate neighbours. Thus, each node only maintains
local state information. This local knowledge, while crucial for the
scalability of the system, makes it challenging to obtain system-
wide optimal scheduling policies.

When a node loses a neighbours (for example, a neighbour crashes)
or wishes to increase its download rate, it can request additional
neighbours. Note that we assume fail-stop behaviour from the clients,
i.e., they either function correctly or they cease to be a part of the
system. In particular, they are not actively malicious.

Finally, like the server, we assume that the clients themselves are
resource-constrained (esp. network bandwidth). Thus, the down-
load and the upload rates of a client are limited by its capacity.
We do consider scenarios where clients have asymmetric links, i.e.,
their upload and download capacities are different.

3. DESIGN
In this section, we will start with naive approaches, identify the
bottlenecks, and refine the design of the algorithm. We take a
simulator-based approach to study some of the key parameters. We
have used a simulator since it gives us the flexibility to explore the
whole design space and easily scale to many nodes, which would be
difficult otherwise. We believe that our simulator captures the im-
portant properties of a real system. We will present our simulator in
Section 3.1, discuss a few naive approaches, and some refinements
in Section 4. Finally, we will present two techniques which signif-
icantly improve the system performance in a variety of scenarios –
Prefetching (Section 5.2.2) and Network Coding (Section 6).

3.1 Simulator
In this section, we will present the salient features of our sim-

ulator. The simulator takes as input the size of the video file, the
number of nodes, their capacities, and the times at which nodes
join/depart the system.

The simulator operates in discrete intervals of time calledrounds.
A client’s bandwidth is given in multiples of a standard unit. A
standard client has a bandwidth of1 unit. The amount of data that a
standard client consumes in a round is considered ablock. The size
of the video is given as the number of blocks.

When a node joins the system, it obtains a few neighbours at
random from the nodes already in the system (provided they have
not exceeded their quota of neighbours). The simulator supports
dynamic arrivals/departures of nodes, and topology reconfiguration.
In fact, at the end of each round, if a node detects that its utilization
of the download capacity falls below a certain threshold (10% in
our experiments), the node tries to discover and connect to new
neighbours. Also, if a node has exceeded the number of neighbours,
it will drop one of them at random.

At the beginning of each round, each node contacts its neigh-
bours to determine if useful blocks of the file are available. Then,
the node determines the blocks to download based on a scheduling
policy (which we call theclient policy), and its download capac-
ity. Similarly, the node could upload blocks of the file to its own
neighbours. The simulator gives preference to exchanges of blocks
between two nodes rather than free-loading. Note that the num-
ber of nodes that could be satisfied by the server is limited by the
server’s capacity. The block transfers, either between peers or from
the server, all occur in the same round, and the system then moves
to the next round.

In all our simulations, we consider networks of 500 clients. Ac-
cordingly, we reduce the number of neighbours that each node has
to a small range4 − 6 (rather than having 50 neighbours, say).
We also used a video size of250 blocks. We have also experi-
mented with higher number of blocks, but did not observe signifi-
cant changes.

We note that while our simulator is not intended to model realistic
P2P networks in all its details (for example, we do not consider
network delays, locality properties etc.), it does capture some of the
important properties of mesh-based P2P networks. Hence, we feel
that many of our results are applicable to the design of real mesh-
based systems.

3.2 Methodology
We will now describe our methodology in studying the nVoD

problem. We remind the reader that our twin goals are to ensure a
low start-up time and a sustainable playback rate. For each simula-
tion, we plot the number of consecutive blocks from the beginning
that the node has (this is the amount of video that can be played
without interruption) on the y-axis, and the time (in rounds) on the
x-axis, for every node as shown in Figure 3.2. For a given setup
time, we calculate the sustainable playback rate as the maximum
slope of a line which does not exceed the y-coordinate (the number
of consecutive blocks) at any time. We make a list of the playback
rates for various setup times for each node. For a given setup time,
we then plot the5th percentile, the median, and the95th percentile
of the playback rates of all the participating nodes. We consider a
setup time of 20 to 30 rounds (10-15 min) reasonable in our exper-
iments.

Another parameter of interest is the progress per round of the
system, also called thethroughput, which is the total number of
block transfers amongst all the nodes per round. The progress of
the system indicates the network utilization of the system. Hence,
we want the progress of the system to be high. We also want to
ensure that the block transfers are useful to the nodes for sustaining



Figure 1: This hypothetical graph depicts the calculation of sus-
tainable playback rate, given the setup time. The y-axis shows the
number of consecutive blocks at the node while the x-axis shows
the time (in rounds).

a good playback rate.
In studying the nVoD problem, we restrict ourselves to finding

optimal scheduling policies for a basic end-system architecture. In
particular, we study the scheduling policies at the server and the
client that work well together to yield good performance. When-
ever a client contacts the server, the server determines, according to
an algorithm called theserver policy, which block(s) to send to the
client. Similarly, the client determines which block(s) to download
from which neighbour according to an algorithm called theclient
policy. Specifically, we do not investigate alternative techniques for
improving the performance of the system, like changing the topol-
ogy, optimal neighbour selection algorithms etc. These techniques
are complementary to our work, and could be integrated into our
design.

4. NAIVE APPROACHES
In this section, we will first present some naı̈ve approaches, in

order to highlight their shortcomings. In these experiments, we
consider a network of500 nodes that all arrive at the same time
to watch a video file (flash crowd scenario). We will study the dy-
namic arrival and departure of nodes later.

Existing mesh-based file-distribution mechanisms are not geared
for streaming videos to a large number of users. These systems es-
sentially distribute the blocks of a file inrandomorder. This strat-
egy diversifies the cooperative cache (formed by the nodes together)
quickly, and ensures that the progress of the system is high. The
problem with this approach is that nodes do not get the blocks of
the file in order, and hence the playback rate is very poor. The ef-
ficiency of the system is about1% of the access link capacity (see
Figure 2). The mean progress per round of the system is332.44
blocks. (If all these blocks were useful for playback, the mean rate
should have been332.44

500
= 66%.) This indicates that while the

throughput of the system is high, the playback rate is unacceptably
low due to the out-of-order delivery of the video blocks.

Another näıve approach is for each client to greedily fetch the
very next block that it needs, which we call asequential policy. In
the sequential policy, clients only download blocks in order from
the other nodes (or the server). With this policy, nodes get the
blocks they need for sustaining playback, resulting in slightly better
playback rates (to about13.2%). However, the mean progress per
round is reduced to65.97 (15%) , as all the nodes fetch the same
blocks, thereby diminishing the benefits of cooperation.

An intermediate approach is to retain the high throughput of the
random policy with the better playback rate of the sequential pol-
icy. To this end, we divide the file intosegmentswhich are extents
of the file comprising consecutive blocks. For instance, a file of
250 blocks can be divided into25 segments, each consisting of10
consecutive blocks. In thesegment-randompolicy, a client requests
a random block from the segment it’s interested in. We see that
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Figure 2: Comparison of random, sequential and segment-random
policies
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Figure 3: This progress graph depicts the valleys and mountains.

this policy achieves high playback rates (35%, see Figure 2) and a
reasonable mean progress per round (170.21). However, note that
although improved, the performance of the segment-random policy
is still quite low.

4.1 Analysis of poor performance of näıve poli-
cies

In this section, we investigate why these simple policies perform
poorly. We explain this behaviour by considering the progress of
the system over time, measured as the total number of blocks ex-
changed per round (Figure 3). In these experiments there are500
nodes, and one of them has all the blocks initially.

From the above graph, we can see that the progress happens in
bursts. Progress follows a regular pattern of mountains and val-
leys, where each “mountain” corresponds to the dissemination of
one segment of the file. Valleys are the source of inefficiencies, and
they arise for two independent reasons: a) the degradation during
the dissemination of the last blocks of a segment (e.g. last block
problems in each segment), and b) the slow rise in the initial dis-
semination of the following segment. The first problem can be
solved by preventing the occurrence of rare blocks – either by better
scheduling or by using coding techniques (Section 6). The second
problem relates to the fact that the first blocks in a segment take
several rounds to propagate to all the nodes. To avoid this delay,
we look at pre-fetching (Section 5.2.2) policies that pre-populate a
few nodes with blocks from the future so that blocks of upcoming
segments are within reach for any node.

5. BLOCK SCHEDULING FOR EFFICIENT
VOD



In this section, we study the impact of scheduling policies on the
playback rate. We first investigate the impact of different policies
when the content only resides at a few nodes (e.g. during the initial
phases of a flash crowd), and then we study the case where the
content is well represented in the network. We did our simulations
with flash crowd of500 nodes.

5.1 The Importance of Server Scheduling dur-
ing Flash Crowds

During the initial delivery of the first copy of a video file, the
server plays a critical role in ensuring high playback rates. The
server is the only node to start with that holds a copy of all the
blocks, and the system performance is determined by the rate at
which new information is injected into the system by the server. We
call this initial period, theramp-up phase. We have observed that
during this phase, client exchange decisions have little impact in
comparison with the download decisions being made when talking
to the server.

We will now study the impact of different policies at the server
in more detail. To this end, we will consider a) greedy policies
where clients tell the server which blocks they require, and b) poli-
cies where the server can overrule the client’s choice of content and
serve them with blocks that are not of immediate interest to the
client, but could be useful for the system as a whole. The latter is
considered only for comparison purposes since it requires that the
server keeps and collects estate information about all peers, moving
further away from a distributed architecture. During the next dis-
cussion, we have fixed the client policy tolocal-rarest, where the
client downloads the rarest block within its target segment. Local
rarest is defined as the least represented block in a segment within
the peer neighbourhood. We have used a segment size of10 blocks.

We consider the following server policies: a) local-rarest, b) global-
rarest, c) client-neighbourhood-rarest, and d) sequential. In the
first two policies, the server gives those blocks that are of imme-
diate interest to the client which contacts it. In the local-rarest pol-
icy, clients request a block from the server that is the neighbor-
hood rarest in its current target segment. In the global-rarest policy,
clients reaching the server are given a block within their target seg-
ment which is the system-wide rarest (note that this requires global
knowledge and is considered only for comparison purposes.) In
the client-neighbourhood-rarest policy, the client requests the block
that is rarest amongst all blocks in its neighborhood (regardless of
which segment it belongs to). Note that this policy may serve a
node with a block that falls in a future segment, and thus, is not of
immediate interest to the client. Similarly, in the sequential policy,
the server considers all the blocks of the file and gives the earliest-
possible system-wide rarest block to the node (This again requires
global knowledge and is considered only for comparison.)

The results for the different server policies are shown in Figure 5.
To understand the performance of the different policies, we also an-
alyze the usage of the server bandwidth resources. In Figure 4, we
present, for each policy, a histogram showing the number of times
each block is injected by the server into the system. We note that
policies where the client is given blocks within its target segment
only perform very poorly. On the other hand, policies where the
client’s immediate interests are not always satisfied, and the server
gives blocks of wider interest for the whole system, perform quite
well. This highlights the fact that even if some greedy policies can
lead to very poor performance. Instead, clients should consider
downloading blocks from other non-immediate but highly under-
represented segments. In doing so, the performance of the overall
system is significantly improved. For instance, the sequential policy
performs best because the server gives most of the blocks only once,
and hence does not waste the server bandwidth resources in sending
well represented blocks. Similarly, with the client-neighbourhood
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Figure 5: Comparison of different server policies after setting the
client policy to local-rarest. The server policySequential + Client-
Neighbourhood-Rarestperforms the best. (Figure legends as in
Fig. 4)

policy, each client fetches blocks which are useful to the entire
neighbourhood and not just for itself. This reduces the frequency
of any given block being pushed by the server.

We need to approximate the sequential policy, (which requires
global knowledge), using state scalable in the number of nodes.
One approach is for nodes to periodically report their progress to
a central tracker. Since nodes play blocks in order, and we assume
that they hold all the previously played blocks, this gives the server
a very good estimate of the blocks needed the most in the system.

An alternative approach to ease the block scheduling problem is
to use coding techniques that ensure that the probability of serving
a duplicate block within a given segment is negligible. We will
consider such coding techniques in Section 6.

In summary, server policies are crucial during theramp-up phase,
and systems that are designed to prioritize the client’s needs per-
form badly. Instead, clients should accept content that may not be
of immediate use to them, but that is widely needed. Hence, it is
important to devise simple techniques that provide the server with a
reasonable system-wide view of the content needed the most in the
system.

5.2 Client Policies after Flash-crowd Effect
In this section, we try to understand the impact of client policies
in helping content propagate across the network once the content
is placed in the system. To this extend, we study different client
policies after the server injects at least one copy of each block into



the system and departs. This ensures at least one copy of the file is
randomly and evenly spread amongst all the nodes present from the
beginning. We remove the server from the system and let the clients
interact among each other.

From Figure 3, we show the progress of the system and show that
it follows a series of valleys and mountains that degrade the perfor-
mance of the system. We will now discuss two client techniques
that alleviate this condition: a) Local-Rarest per segment which im-
proves the peaks in the progress and reduce the period of degrada-
tion (during the dissemination of the last blocks of a segment), and
b) Pre-fetching across segments which prevents the long periods of
delay, waiting for the initial blocks of a segment to propagate.

5.2.1 Improved Scheduling: Local Rarest
In this section, we study the segment-random and segment-local-
rarest policies. In the segment-random policy, we consider the first
segment of blocks that the node requires, and fetch one of them at
random. In the segment-local-rarest policy, we again consider the
first segment the node requires and fetch the block in that segment
that is rarest in the node’s neighbourhood.

In Figure 6, we see that a local-rarest policy increases both the
height of the peaks and reduces the duration of the valleys. We
note that the mean progress per round improves from191.21 with
segment-random to203.04 with local-rarest. The local-rarest pol-
icy improves performance by ensuring that all blocks are well-represented
in the network (as opposed to favouring some blocks over the oth-
ers). While such policies are known to perform well in current file
swarming systems, their performance is still quite poor in VoD sys-
tems. This is due to the many idle phases produced when some
blocks take very long to propagate from the nodes holding the blocks
to the areas where they are needed. To counteract this problem, we
will next study the impact of pre-fetching policies.

5.2.2 Pre-fetching
We now study the effect of pre-fetching, i.e. fetching a block that is
needed later than the segment of interest, on improving the slow ini-
tial rise. The idea with pre-fetching is that nodes download blocks
from the future segments with a small probability. Even though
these block downloads are not of immediate interest and could be
considered as ”wasted” downloads from a client’s point-of-view,
they still hold an overall benefit for the system. In fact, as we
will see next, nodes doing pre-fetching, act as launching pads for
the content that they pre-fetch. In essence, pre-fetching provides
easy access to blocks when they are needed by creating additional
sources for the blocks, thus minimizing the overhead of block prop-
agation from remote locations.

We have considered a number of policies some of which pre-
fetch from all the required segments, some of which only con-
sider a few segments into the future, and policies with different
probabilities of pre-fetching. The policy which performed con-
sistently well across various scenarios isprobabilistic-first-range-
random-second-range-rarest. In this policy, we consider the first
two segments of blocks that the client needs. We choose between
the segments using a biased coin, typically we pick the first segment
with 90% probability and the second segment with10% probabil-
ity. Within each segment, we pick the rarest block in the neighbour-
hood.

In the probabilistic-first-range-random-second-range-random policy,
we pick the first or the second range with a certain probability (typ-
ically 90 − 10 as above). In each of these ranges, we pick a block
at random. In Figure 7, we plot the progress of a client local-rarest
policy that does not do pre-fetching with a policy that does pre-
fetching. We note that the mean progress per round improves from
203.04 with local-rarest to226.71 with pre-fetching.

Doing pre-fetching, blocks are pre-populated at different parts of
the network and act as additional sources that can speed up block
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Figure 6: We see that the local-rarest policy both improves the
height of the peaks and reduces the duration of degradation, when
compared with a segment-random policy.
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Figure 7: The above graph demonstrates the benefits of prefetching
vis-a-vis the local-rarest policy. We note that the valleys are not as
deep with pre-fetching.

propagation when blocks are needed. The tradeoff is that while
pre-fetching hurts the propagation of the current segment, it also
improves the height of the valleys; however, the advantages of pre-
fetching far outweigh its disadvantages.

6. NETWORK CODING
We now consider network coding for effective block scheduling to
increase the system’s progress and the playback rates of the nodes.
We provide a brief description of network coding and analyze its
pros and cons. We then present preliminary results.

Network coding has been proposed by [1,8,12] et. al. for improv-
ing the throughput of a network for bulk data transfer. The main
idea is to allow all the nodes in the system (not just the server as
with erasure coding) to encode data blocks. Network coding makes
optimal use of bandwidth resources, and the scheduling problem
becomes trivial. A good overview of network coding can be found
in [17].

Next, we illustrate the benefit of network coding with a sim-
ple example (Figure 8). Assume that node A has already received
blocks1 and2. Without global knowledge, node B will download
block 1 or 2 with equal probability. Simultaneously, let’s say node
C independently downloads block1. If node B were to download
block 1, the link between B and C would be rendered useless. But



Figure 8: This example shows the benefits of network coding when
nodes only have local knowledge.
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Figure 9: Playback rate vs. setup time graph, when one node holds
all the 500 blocks initially.

with network coding, node A routinely sends a linear combination
of the blocks it has (shown in the figure as1 ⊕ 2) to node B, which
can then be used with node C. Note that without a knowledge of the
block transfers in other parts of the network, it’s not easy for node
B to pick the right block to download. But with network coding,
this task becomes trivial.

With network coding, any block that a node receives is useful
with very high probability. The downside of network coding is
that a node often has to wait until it downloads the whole file be-
fore it can start decoding the blocks. This is unacceptable in the
context of VoD systems where a node wants to play the blocks as
soon as it starts downloading. To this end, we restrict network cod-
ing to a given segment only. Thus, a node only needs to wait till
it downloads10 blocks (e.g. the size of a segment) before it can
start decoding. This limits the benefits of coding since an encoded
block is only useful to other nodes interested in a particular seg-
ment. However, coding prevents the occurrence of rare blocks, al-
lows the same encoded block to be used by multiple nodes requiring
distinct blocks, and blocks requested from a node are unique (with
high probability) ensuring that bandwidth is not wasted uploading
the same block multiple times.

We have done a preliminary evaluation of network coding. We
have found that a hybrid strategy that retains the benefits of network
coding and pre-fetching,Netcoding-Client-90-10-Two-Ranges, per-
forms remarkably well in all these scenarios. With this polcy, a
client fetches a block from the segment of interest with90% prob-
ability and the second segment with10% probability. Once a seg-
ment is selected, a block is chosen uniformly at random from that
segment. We see (from Figure 9) that the playback rate using net-
coding is62%, while the best rate without using netcoding is47%

(setup time30). Also, the progress of the system is293.52 as com-
pared to209.57 without netcoding. We also found that netcoding
performs very well in various scenarios like dynamic arrivals, de-
partures, and heterogeneous network capacities.

7. SUMMARY
In this paper we examine the problem of designing a near Video-
on-Demand service using mesh-based peer-to-peer networks. We
argue that scheduling the propagation of blocks is a very impor-
tant factor in determining the playback rates at the nodes. We show
that naive strategies (like random and sequential policies) have very
bad performance. We identify the bottlenecks and propose two new
techniques, pre-fetching and network coding, that overcome these
problems, making efficient nVoD possible with small setup times.
We are currently building RedCarpet, a real nVoD system that in-
corporates the design principles discussed in this paper.
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